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Abstract. The aim of the work is to address the state-space reduction
problem on Markov Chains (MCs) using a behavioral metric-based ap-
proach. Given a finite MC and a positive integer k, we are interested in
finding a k-state MC of minimal distance to the original.
By taking as distance the bisimilarity metric of Desharnais at al., we
show that the above problem can be solved as a bilinear program and
prove that its threshold problem is in PSPACE and NP-hard.
Finally, we present an approach based on an expectation maximization
algorithm that provides suboptimal solutions. Experiments suggest that
our method gives a practical approach that outperforms the bilinear
program implementation run on state-of-the-art bilinear solvers.

1 Introduction

State space reduction techniques are used by many automatic verification tools
to face the combinatorial state space explosion problem. These techniques are
related to the minimization of automata, a major subject in theoretical computer
science since the 1950s, and more generally to the notion of bisimulation.

Larsen and Skou’s probabilistic bisimulation [16] is widely recognized as the
key concept for reasoning about the equivalence of probabilistic systems. This
notion is closely related to that of lumpability by Kemeny and Snell [12] and
has been successfully applied in the ‘lossless’ quotient minimization of Markov
chains (MCs). Computing the bisimilarity quotient (a.k.a. the optimal state
space lumping) is efficient [8], and in many situations yields an MC that is
significantly smaller than the original, especially when the model is so detailed
that the behavior description incorporated in the state space is redundant.

With the increasing of the complexity of the systems, such a lossless reduction
may not yield models that are small enough to do efficient verification on them,
and one has to compromise in precision. This situation is particularly evident in
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probabilistic models where the aggregation of the states by bisimilarity often is
prevented only by the presence of small variations in the transition probabilities.

In [10] the approximate aggregation of the state space is approached by us-
ing the notion of quasi-lumpability. Intuitively, an MC is quasi-lumpable w.r.t.
a given partition of the state space if the partitions can be turned into actual
bisimulation-classes by a small perturbation of the transition probabilities. The
advantage of these techniques is that one knows a priori the dimension of the
reduced model; the main disadvantage is that very few MCs can be efficiently
reduced —mostly only systems with a very regular structure that is only par-
tially reflected in the transition rates [10]— because quasi-lumpability strongly
depends on the dimension of the provided partition.

In this paper we approach the state space reduction problem of MCs from
an orthogonal viewpoint, by replacing the notion of equivalence between models
with that of a distance measuring their behavioral dissimilarities.

The study of approximate semantics for MCs, initiated in [9] and greately de-
veloped in the last decade [18, 7, 2, 3], uses distances (more precisely, 1-bounded
pseudometrics) to quantify the differences in the behavior of two MCs. MCs are
at distance 0 if and only if they are equivalent, and at distance 1 if no significant
similarity can be observed between them. The distance we consider in this work
is the bisimilarity distance of Desharnais et al. (a.k.a. Kantorovich bisimilarity
pseudometric). The choice of this distance is motivated by the fact that it can
be computed in polynomial-time [7] and that it is an upper-bound of the total
variation distance of MCs (not known to be computable) that characterizes the
maximal error of testing two MCs w.r.t. probabilistic LTL [3].

By having a distance between MCs, it is natural to study the following prob-
lem: given a finite MC and a positive integer k, what is its ‘best’ k-state ap-
proximant? Here by ‘best’ we mean a k-state MC at minimal distance to the
original. In this work we refer to this optimization problem as Closest Bounded
Approximant (CBA) and we present the following results for it:

1. We show that CBA can be characterized as a bilinear optimization prob-
lem. As a consequence the corresponding optimal value is computable by using
algorithms and tools for solving bilinear programs [13]. Moreover, approxima-
tions of optimal solutions can be obtained by checking the feasibility of bilinear
matrix inequalities (BMIs) [15, 14].

2. We provide complexity upper- and lower-bounds for the threshold decision
version of CBA, called Bounded Approximant problem (BA), that asks whether
there exists a k-state approximant with distance from the original MC bounded
by a given rational threshold. We show that BA is in PSPACE and NP-hard. As
a corollary we obtain NP-hardness for the optimization problem CBA.

3. We also address the problem of finding the minimum value k for which
there exists a k-state approximant exhibiting some significant similarity to the
original MC (i.e., the distance is strictly lower than 1). This problem, called
Minimum Significant Approximant Bound (MSAB) is relevant in the context of
model verification, since it provides lower-bounds for the size of the approximants
that can be actually used to infer significant information about the original
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model. At the same time, it can be used for stating unfeasibility results for
model verification when the minimum size for a significant approximant turns
out to be too large for doing any feasible analysis. We show that this problem
is NP-complete when one considers the undiscounted bisimilarity distance.

4. Finally, we present an algorithm for finding suboptimal solutions of CBA
that is inspired by Expectation Maximization (EM) techniques [17, 5]. By start-
ing from an initial k-state approximant, we iteratively improve the current sub-
optimal solution by assigning relatively greater probability to transitions that
are most representative of the overall behavior of the original model. We imple-
ment two heuristics for the update of the approximant and compare them on
some benchmarks. Experiments suggest that our method gives a practical ap-
proach that outperforms the bilinear program implementation —state-of-the-art
bilinear solvers such as penbmi [14] fails to handle MCs with more than 5 states!

2 Markov Chains and Bisimilarity Pseudometrics

In this section we fix the notation and recall the definitions of (discrete-time)
Markov chains (MCs), probabilistic bisimilarity of Larsen and Skou [16], and the
bisimilarity pseudometric of Desharnais et. al. [9].

For R ⊆ X ×X an equivalence relation, we denote by X/R its quotient set
and by [x]R the R-equivalence class of x ∈ X. We denote by D(X) the set of
discrete probability distributions on X, i.e., functions µ : X → [0, 1], such that
µ(X) = 1, where, µ(E) =

∑
x∈E µ(x), for E ⊆ X.

In what follows we fix a countable set L of labels.

Definition 1 (Markov Chain). A Markov chain is a tuple M = (M, τ, `)
consisting of a nonempty set of states M , a transition distribution function
τ : M → D(M), and a labelling function ` : M → L.

Intuitively, if M is in state m it moves to state m′ with probability τ(m)(m′).
Labels represent atomic properties that hold in certain states. The set of labels of
M is denoted by L(M) = {`(m) | m ∈M}. Hereafter, we useM = (M, τ, `) and
N = (N, θ, α) to range over MCs and we refer to their constituents implicitly.

One of the key equivalences in the study of the operational semantics of MCs
is the probabilistic bisimilarity of Larsen and Skou [16].

Definition 2 (Bisimulation). An equivalence relation R ⊆M ×M is a prob-
abilistic bisimulation on M if whenever m R n, then

1. `(m) = `(n), and
2. for all C ∈M/R, τ(m)(C) = τ(n)(C).

Two states m,n ∈ M are bisimilar w.r.t. M, written m ∼ n if they are related
by some probabilistic bisimulation on M.

Intuitively, two states are bisimilar if they have the same label and equal prob-
ability of moving to any bisimilarity class.

Bisimulation relations induce a quotient construction on MCs. Given a bisim-
ulation R on M, the R-quotient of M, denoted M/R = (M/R, τ/R, `/R), has
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R-equivalence classes as states and transition and labelling functions defined
as τ/R([m]R)([n]R) =

∑
u∈[n]R τ(m)(u) and `/R([m]R) = `(m). This quotient

construction plays a fundamental rôle in the state space reduction problem. We
will say that M is maximally collapsed if it is isomorphic to its quotient w.r.t.
bisimilarity (i.e., the greatest bisimulation relation).

As advocated in [11], for reasoning about the operational behavior of prob-
abilistic systems, pseudometrics are preferable to equivalences. A pseudometric
on X is a function d : X ×X → R≥0 such that, for any x, y, z ∈ X, d(x, x) = 0,
d(x, y) = d(y, x), and d(x, y) + d(y, z) ≥ d(x, z). A pseudometric is said to lift
an equivalence relation if it enjoys the property that two elements are at zero
distance iff they are related by the equivalence.

A pseudometric lifting the bisimilarity relation is the bisimilarity distance of
Desharnais et al. [9]. Rather than its original definition we present the fixed-point
characterization of [19]. The latter is based on the notion of Kantorovich lifting,
that takes a pseudometric d on X to a pseudometric on the set of probability
distributions D(X) as K(d)(µ, ν) = min

{∫
d dω | ω ∈ Ω(µ, ν)

}
, where Ω(µ, ν)

denotes the set of couplings for (µ, ν), i.e., distributions ω ∈ D(X × X) such
that, for all E ⊆ X, ω(E ×X) = µ(E) and ω(X × E) = ν(E).

Definition 3 (Bisimilarity Distance). Let λ ∈ (0, 1]. The λ-discounted bi-
similarity pseudometric on M, denoted by δλ, is the least fixed-point of the fol-
lowing functional operator on 1-bounded pseudometrics over M ordered point-
wise by d v d′ iff for all m,n ∈M , d(m,n) ≤ d′(m,n)

Ψλ(d)(m,n) =

{
1 if `(m) 6= `(n)

λ · K(d)(τ(m), τ(n)) otherwise .

By Tarski fixed-point theorem δλ is well defined, since the set of 1-bounded
pseudometrics on M forms a complete lattice and Ψλ is a monotone operator.

Intuitively, m,n ∈M are “incomparable” (i.e., at distance 1) whenever they
have different labels, otherwise their distance is the least solution of the fixed-
point operator that at each step consider the Kantorovich distance between their
respective transition distributions τ(m) and τ(n). The discount factor λ ∈ (0, 1]
is meant to control the significance of the future steps in the measurement of
the distance; when λ = 1 we say that the distance is undiscounted.

In [7], Chen et. al. proposed an alternative characterization of δλ based on
the notion of coupling structure.

Definition 4 (Coupling Structure). A coupling structure for M is a func-
tion C : M ×M → D(M ×M) s.t., for all m,n ∈M , C(m,n) ∈ Ω(τ(m), τ(n)).

Intuitively, a coupling structure can be thought of as a probabilistic combination
of two copies of M into a single MC defined on the cartesian product M ×M .

Given a coupling structure C forM and a discount factor λ ∈ (0, 1], we define
γCλ to be the least fixed-point of the following functional operator on 1-bounded
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real-valued functions d : M ×M → [0, 1] (ordered point-wise):

Γ Cλ (d)(m,n) =

{
1 if `(m) 6= `(n)

λ
∫
d dC(m,n) otherwise .

The function γCλ is called λ-discounted discrepancy (or λ-discrepancy) of C, and
its value at (m,n) corresponds to the λ-discounted probability of hitting a pair
of states with different labels by traversing C starting from (m,n).

Theorem 5 (Minimal coupling criterion [7]). For arbitrary MCs M and
discount factors λ ∈ (0, 1], δλ = min

{
γCλ | C coupling structure for M

}
.

3 The Closest Bounded Approximant Problem

In this section we introduce the Closest Bounded Approximant problem w.r.t. δλ
(CBA-λ), and give a characterization of it as a bilinear optimization problem.

Usually, MCs are associated with an initial state to be thought as the initial
configuration of the system. Accordingly, the distance between two MCs, written
δλ(M,N ), denotes the distance between their initial states computed over the
disjoint union of their MCs.

Definition 6 (Closest Bounded Approximant). Let k ∈ N and λ ∈ (0, 1].
The closest bounded approximant problem w.r.t. δλ for an MCM is the problem
of finding an MC N with at most k states minimizing δλ(M,N ).

Instance: An MC M and positive integer k.
Output: An MC N with at most k states minimizing δλ(M,N ).

Clearly, when k is greater than or equal to the number of bisimilarity classes
of M, an optimal solution of CBA-λ is the bisimilarity quotient. Therefore,
without loss of generality, we will assume 1 ≤ k < |M | and M to be maximally
collapsed (i.e., isomorphic to its bisimilarity quotient). Note that, under these
assumptions M must have at least two nodes with different labels.

Let MC(k) denote the set of MCs with at most k states and MCA(k) its
restriction to those using only labels in A ⊆ L.

Using this notation, the optimization problem CBA-λ on the instance 〈M, k〉
can be reformulated as finding an MC N ∗ such that

δλ(M,N ∗) = min {δλ(M,N ) | N ∈ MC(k)} , (1)

In general, it is not obvious that for arbitrary instances 〈M, k〉 a minimum in
(1) exists. At the end of the section, we will show that such a minimum always
exist (Corollary 9).

A useful property of CBA-λ is that an optimal solution can be found among
the MCs using labels from the given MC.

Lemma 7 (Meaninful labels). Let M be an MC. For any N ′ ∈ MC(k) there
exists N ∈ MCL(M)(k) such that δλ(M,N ) ≤ δλ(M,N ′).
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mimimize dm0,n0

such that lm,n ≤ dm,n ≤ 1 m ∈M , n ∈ N (5)

λ
∑

(u,v)∈M×N c
m,n
u,v · du,v ≤ dm,n m ∈M , n ∈ N (6)

lm,n · lu,n = 0 n ∈ N , `(m) 6= `(u) (7)

lm,n + lu,n = 1 n ∈ N , `(m) 6= `(u) (8)

lm,n = lu,n n ∈ N , `(m) = `(u) (9)∑
m∈M lm,n ≤ |M | − 1 n ∈ N (10)∑
v∈N c

m,n
u,v = τ(m)(u) m,u ∈M , n ∈ N (11)∑

u∈M cm,nu,v = θn,v m ∈M , n, v ∈ N (12)

cm,nu,v ≥ 0 m,u ∈M , n, v ∈ N (13)

Fig. 1. Characterization of CBA-λ as a bilinear optimization problem.

Proof. Let N ′ = (N ′, θ′, α′). If L(N ′) ⊆ L(M), take N = N ′. Otherwise, define
N = (N, θ, α) as follows: N = N ′, θ = θ′, and α(n) = α′(n) if α′(n) ∈ L(M),
otherwise α(n) = `(m0), where m0 is the initial state of M. The initial state of
N is the one of N ′. Clearly, N ∈ MC(k) and L(N ) ⊆ L(M).

Let A and B denote the disjoint union ofM with N and N ′, respectively. We
prove N �λ N ′, by showing δAλ v δBλ . By Tarski fixed-point theorem, it suffices
to show that ΨAλ (δBλ ) v δBλ . Let u, v ∈ M ∪ N . When u and v have different
labels in B, then, ΨAλ (δBλ )(u, v) ≤ 1 = δBλ (u, v) follows by definition of Ψλ and
the fact that δBλ = ΨBλ (δBλ ). Let assume u and v have the same label in B. Then,
by construction of N (i.e, by definition of α′), u and v have the same label in
A. By the fact that N and N ′ have the same transition distribution function,
one can easily check that ΨAλ (δBλ )(u, v) = δBλ (u, v). ut

In the following, fix 〈M, k〉 as instance of CBA-λ, let m0 ∈M be the initial
state ofM, and denote L(M) simply as L. By Lemma 7, Theorem 5 and Tarski
fixed-point theorem

inf {δλ(M,N ) | N ∈ MC(k)} = (2)

= inf
{
γCλ(M,N ) | N ∈ MCL(k) and C ∈ Ω(M,N )

}
(3)

= inf
{
d(M,N ) | N ∈ MCL(k), C ∈ Ω(M,N ), and Γ Cλ (d) v d

}
, (4)

where Ω(M,N ) denotes the set of all coupling structures for the disjoint union of
M and N . This simple change in perspective yields a translation of the problem
of computing the optimal value of CBA-λ to the bilinear program in Fig. 1.

In our encoding, N = {n0, . . . , nk−1} represents the set of states of an arbi-
traryN = (N, θ, α) ∈ MC(k) with n0 denoting the initial state. The variable θn,v
is used to encode the transition probability θ(n)(v). Hence, a feasible solution
satisfying (11–13) will have the variable cm,nu,v representing the value C(m,n)(u, v)
for a coupling structure C ∈ Ω(M,N ). An assignment for the variables lm,n sat-
isfying (7–10) encodes (uniquely) a labeling function α : N → L satisfying the
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following property:

for all m ∈M,n ∈ N, lm,n = 0 iff α(n) = `(m) . (14)

Notice that, the constraints (7–8) ensure that lm,n ∈ {0, 1} (i.e., is a binary
variable). The constraints (7–10) ensure that an α satisfying (14) is well defined
and has image is included in L. Conversely, for any labeling α : N → L there
exists an assignment of the variables lm,n that satisfy (7–10) and (14).

Finally, an assignment for the variables dm,n satisfying the constraints (5–6)
represents a prefix point of Γ Cλ . Note that (5) guarantees that dm,n = 1 whenever
α(n) 6= `(m) —indeed, by (14), lm,n = 1 iff α(n) 6= `(m).

Let Fλ〈M, k〉 denote the bilinear optimization problem in Fig. 1. From what
we said before we obtain the following result.

Theorem 8. inf {δλ(M,N ) | N ∈MC(k)} is the optimal value of Fλ〈M, k〉.

Corollary 9. Any instance of CBA-λ admits an optimal solution.

Proof. We have to show that δλ(M,N ∗) = inf {δλ(M,N ) | N ∈ MC(k)} for
some N ∗ ∈ MC(k). Let h be the number of variables in Fλ〈M, k〉. The con-
straints (5–13) describe a compact subset of Rh —it is an intersection of closed
sets bounded by [0, 1]h. Since the objective function is linear, the infimum is
attained by a feasible solution. The thesis follows by Theorem 8. ut

4 The Bounded Approximant Threshold Problem

The Bounded Approximant problem w.r.t. δλ (BA-λ) is the threshold decision
problem of CBA-λ, and it asks whether, for an MC M, integer k ≥ 1, and
rational ε ≥ 0, there exists N ∈ MC(k) such that δλ(M,N ) ≤ ε. In this section,
we provide upper- and lower-bound for the complexity of BA-λ.

The characterization of CBA-λ as a bilinear optimization problem (Section 3)
provides us with the following complexity upper-bound.

Theorem 10. For any λ ∈ (0, 1], BA-λ is in PSPACE.

Proof. By Theorem 8, deciding an instance 〈M, k, ε〉 of BA-λ can be encoded as
a decision problem for the existential theory of the reals, namely, checking the
feasibility of the constraints (5–13) in conjunction with dm0,n0

≤ ε. The encoding
is polynomial in the size of 〈M, k, ε〉, thus it can be solved in PSPACE [6]. ut

In the reminder of the section we show that BA-λ is NP-hard via a reduction
from Vertex Cover. Recall that, a vertex cover of an undirected graph G is
a subset C of vertices such that every edge in G has at least one endpoint in
C. Given a graph G and a positive integer h, the Vertex Cover problem asks
whether G has a cover of size at most h.

Before presenting the reduction we provide some interesting structural prop-
erties for an optimal solution of CBA-λ in the case the given MC has injective
labeling (i.e., no two distinct states with the same label). Specifically, we show
that an optimal solution for an instance 〈M, k〉 of CBA-λ can be found among
MCs with injective labeling and having only labels in L(M).
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ē3 ē1ē2
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Fig. 2. (Left) An undirected graph G; (Center) The MC MG associated to the graph
G; (Right) The MCMC associated to the vertex cover C = {1, 2} of G. (see Thm. 12).

Lemma 11. If M has injective labeling, there exists N ∈ MC(k) with injective
labeling and L(N ) ⊆ L(M) minimizing the distance δλ(M,N ). Moreover, for
all m ∈M and n ∈ N , δλ(m,n) ≥ λ · τ(m)({u ∈M | `(u) /∈ L(N )}). ut

Note that, the last part of Lemma 11 provides a lower-bound on the optimal
distance. This lower-bound will be essential in the proof of the following result.

Theorem 12. For any λ ∈ (0, 1], BA-λ is NP-hard.

Proof. We prove NP-hardness via a polynomial-time many-one reduction to
Vertex Cover.

Let 〈G = (V,E), h〉 be an instance of Vertex Cover and let e = |E|.
Without loss of generality we assume e ≥ 2 and k < n. From G we construct the
MC MG as follows. The set of states is given as the union of the sets of nodes
V and edges E along with two extra states, a root r (thought of as the initial
state) and a sink s. Each node of MG is associated with a unique label (i.e.,
the labeling is injective). The sink state s and all node states loop to themselves
with probability 1. All the other states go with probability 1 − 1

e to the sink
state s. The rest of their transition probability mass is assigned as follows. The
root r goes with probability 1

e2 to each edge state, and the edge states go with
probability 1

2e to their endpoint node states. An example of construction ofMG

is shown in Fig. 2. Next we show the following equivalence:

〈G, h〉 ∈ Vertex Cover iff 〈MG, e+ h+ 2, λ
2

2e3 〉 ∈ BA-λ

(⇒) Let C be a h-vertex cover of G = (V,E). We construct the MC MC by
taking a copy ofMG, removing all the node states not in C, and redirecting the
transition probability going to a removed state to the sink state s. An example
of construction ofMC is shown in Fig. 2. Clearly,MC ∈ MC(e+h+2). Now we

show that δλ(MG,MC) ≤ λ2

2e3 . For convenience, in the following the states in
MC will be marked with a bar. By construction of MG and MC , and C being
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a vertex cover of G, for each (u, v) ∈ E, δλ((u, v), (u, v)) ≤ λ
2e . Thus,

δλ(MG,MC) = δλ(r, r̄) =
λ

e2

∑
(u,v)∈E

δλ((u, v), (u, v)) ≤ λ2

2e3
.

(⇐) By contradiction, assume that there existsN = (N, θ, α) ∈ MC(e+h+2)

such that δλ(MG,N ) ≤ λ2

2e3 but no vertex cover of G of size h. Let τ and ` be
the transition distribution and labeling functions of MG, respectively. Since `
is injective, by Lemma 11, without loss of generality we can assume α to be
injective, L(N ) ⊆ L(MG). We consider three cases separately:

Case: `(s) /∈ L(N ). By Lemma 11 and the fact that e > 1 and λ ∈ (0, 1], we
get the following contradiction:

δλ(MG,N ) = δλ(r, n0) ≥ λ · τ(r)(s) =
λ(e− 1)

e
>

λ2

2e3
.

Case: `((u, v)) /∈ L(N ), for some (u, v) ∈ E. By Lemma 11 and the fact that
λ ∈ (0, 1] and e > 1, we get the following contradiction:

δλ(MG,N ) = δλ(r, n0) ≥ λ · τ(r)((u, v)) =
λ

e2
>

λ2

2e3
.

Case: `(s) ∈ L(N ) and {`((u, v)) | (u, v) ∈ E} ⊆ L(N ). Thus, under the
structural hypothesis we assumed on N ∈ MC(2 + e + h), there are at most h
states labelled in {`(u) | u ∈ V }. By hypothesis, there is no vertex cover of size
h. Thus, there exist n′ ∈ N and (u′, v′) ∈ E, such that α(n′) = `((u′, v′)) and
`(u′), `(v′) /∈ L(N ). Therefore, by Lemma 11,

δλ((u′, v′), n′) ≥ λ · τ((u′, v′))({u′, v′}) =
λ

e
.

By definition of δλ, one can readily check that K(δλ)(τ(r), θ(n0)) =
∫
δλ dω for

a coupling ω ∈ Ω(τ(r), θ(n0)) such that, ω(m,n) = τ(r)(m), for all m ∈M and
n ∈ N with `(m) = α(n). By definition of δλ and δλ((u′, v′), n′) ≥ λ

e , we get the
following contradiction:

δλ(MG,N ) = δλ(r, n0) ≥ λ · τ(r)((u′, v′)) · δλ((u′, v′), n′) ≥ λ

e2
· λ
e
>

λ2

2e3
.

Finally, it is easy to see that the instance 〈MG, e+ h+ 2, λ
2

2e3 〉 of BA-λ can
be constructed in polynomial time in the size of 〈G, h〉. Thus, since Vertex
Cover is NP-hard, so is BA-λ. ut

5 Minimum Significant Approximant Bound

Recall that, two MCs are at distance 1 from each other when there is no signifi-
cant similarity between their behaviors. Thus an MC N is said to be a significant
approximant for the MC M w.r.t. δλ if δλ(M,N ) < 1.
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Fig. 3. (Left) The MC MG associated to the graph G in Fig. 2 and (right) an MC N
associated to the vertex cover C = {1, 2} of G such that δ1(MG,N ) < 1 (see Thm. 14).

Given an MC M, the Minimum Significant Approximant Bound problem
w.r.t. δλ (MSAB-λ) looks for the smallest k such that δλ(M,N ) < 1, for some
N ∈ MC(k). The decision version of this problem is called Significant Bounded
Approximant problem w.r.t. δλ (SBA-λ), and asks whether, for a given positive
integer k, there exists N ∈ MC(k) such that δλ(M,N ) < 1.

When the discount factor λ < 1, the two problems above turn out to be
trivial. Indeed, for any pair of MCs M and N , if their initial states have the
same label, then δλ(M,N ) ≤ λ. On the contrary, in the case the distance is
undiscounted (λ = 1), these problems are NP-complete.

Before presenting the result, we provide the following technical lemma.

Lemma 13. Let M be a maximally collapsed MC with initial state m0 and
G(M) its underlying directed graph. Then, 〈M, k〉 ∈ SBA-1 iff there exists a
strongly connected component G′ = (V,E) in G(M) and a path m0 . . .mh in
G(M) such that mh ∈ V and | {`(mi) | i < h} |+ |V | ≤ k. ut

Theorem 14. SBA-1 is NP-complete.

Proof. We first show that SBA-1 is in NP. For an instance 〈M, k〉, we construct
the underlying directed graph G(M) ofM. With Tarjan’s algorithm we compute
its strongly connected components (SCCs). Then, we nondeterministically pick
an SCC G′ and a node mh in it. With Dijkstra’s algorithm we generate the
shortest path p from m0 to mh. In polynomial-time in the size of 〈M, k〉 we
check the conditions of Lemma 13 on G′ and the path p.

As for the NP-hardness, we provide a polynomial-time many-one reduction
from Vertex Cover. Let G = (V,E) be a graph with E = {e1, . . . , en}. We
construct the MC MG as follows. The set of states is given by the set of edges
E along with two states e1i and e2i , for each edge ei ∈ E, representing the two
endpoints of ei and an extra sink state e0. The initial state is en. The transition
probabilities are given as follows. The sink state e0 loops with probability 1 to
itself. Each edge ei ∈ E goes with probability 1

2 to e1i and e2i , respectively. For
1 ≤ i ≤ n, the states e1i and e2i go with probability 1 to the state ei−1. The
edge states and the sink state are labelled by pairwise distinct labels, while the
endpoints states e1i and e2i are labelled by the node in V they represent. An
example of construction of MG is shown in Fig. 3.

Next we show the following equivalence:

〈G, h〉 ∈ Vertex Cover iff 〈MG, h+ n+ 1〉 ∈ SBA-1 (15)
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By construction, MG is maximally collapsed and its underlying graph H has
a unique strongly connected component, namely the self-loop in e0. Each path
p = en ; e0 in H passes through all edge states, and the set of labels of the
endpoint states in p is a vertex cover of G. Since e0, . . . , en have pairwise distinct
labels, we have that G has a vertex cover of size at most h iff there exists a path
in H from en to e0 that has at most n+ 1 +h different labels. Thus, (15) follows
by Lemma 13. ut

As a straightforward consequence we get NP-completeness for MSAB-1.

Corollary 15. MSAB-1 is NP-complete.

Proof. Clearly, if k∗ is the solution for MSAB-1 for 〈M〉, then an instance 〈M, k〉
of SBA-1 can be solved by checking k∗ ≤ k. Therefore, MSAB-1 is at least as
difficult as SBA-1. So, by Theorem 14, we obtain that MSAB-1 is NP-hard.
MSAB-1 is in NP because it can be solved by running, for i = 1 to |M | an
instance 〈M, i〉 of SBA-1 and return the smallest i such that 〈M, i〉 ∈ SBA-1.
By Theorem 14, this procedure can be solved by a nondeterministic Turing
machine in polynomial-time in the size of M. ut

6 An Expectation Maximization Heuristic

In this section we describe an approximation algorithm for determining subop-
timal solutions of CBA-λ for an arbitrary instance 〈M, k〉.

Given an initial approximant N0 ∈ MC(k), the algorithm produces a se-
quence of MCs N0,N1, . . . in MC(k) having successively decreased distance from
M. We defer until later a discussion of how the initial MC N0 is chosen. The
procedure is described in Algorithm 1.

The intuitive idea of the algorithm is to iteratively update the initial MC by
assigning relatively greater probability to transitions that are most representa-
tive of the behavior of the MC M w.r.t. δλ. The procedure stops when the last
iteration has not yield an improved approximant w.r.t. the preceding one. The
input also includes a parameter h ∈ N that bounds the number of iterations.

The rest of the section explains in more detail two heuristics for implement-
ing the UpdateTransition function invoked at line 5. The purpose of this

Algorithm 1 Expectation Maximization

Input: M = (M, τ, `), N0 = (N, θ0, α), and h ∈ N.
1. i← 0
2. repeat
3. i← i+ 1
4. compute C ∈ Ω(M,Ni−1) such that δλ(M,Ni−1) = γCλ(M,Ni−1)
5. θi ← UpdateTransition(θi−1, C)
6. Ni ← (N, θi, α)
7. until δλ(M,Ni) > δλ(M,Ni−1) or i ≥ h
8. return Ni−1
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function is to return the transition probabilities for the successive approximant
(see line 6). The two heuristics are both based upon an analysis of the coupling
structure C ∈ Ω(M,Ni−1) constructed at line 4, that relies on (16) below.

Define βCλ to be the least fixed-point of the following functional operator on
1-bounded real-valued functions d : M ×N → [0, 1] (ordered point-wise):

BCλ(d)(m,n) =


1 if γCλ(m,n) = 0

0 if `(m) 6= α(n)

(1− λ) + λ
∫
M×N d dC(m,n) otherwise .

By Theorem 5, the relation RC =
{

(m,n) | γCλ(m,n) = 0
}

is easily shown to be
a bisimulation, specifically, the greatest bisimulation induced by C.

Define Cλ as the Markov chain obtained by augmenting C with an ‘sink’ state
to which any other state moves with probability (1 − λ). Intuitively, the value
βCλ(m,n) can be interpreted as the reachability probability in Cλ of either hitting
the sink state or a pair of bisimilar states in RC along a path formed only by
pairs of states with identical labels starting from (m,n).

Lemma 16. For all m ∈M and n ∈ N , βCλ(m,n) = 1− γCλ(m,n).

Recall from equation (3) that the optimal value of CBA-λ is characterized as
min(N ,C) γ

C
λ(M,N ), for N and C ranging over MCL(k) and Ω(M,N ), respec-

tively. By Lemma 16, we can turn the problem CBA-λ as

argmax
{
βCλ(M,N ) | N ∈ MCL(k), C ∈ Ω(M,N )

}
. (16)

The above equation says that a solution of CBA-λ is the right marginal of
a coupling structure C such that Cλ maximizes the probability of generating
paths with prefix in ∼=∗RC starting from the pair (m0, n0) of initial states, where
∼= = {(m,n) /∈ RC | `(m) = α(n)}.

Assume Ni−1 ∈ MC(k) be the current approximant with associated coupling
structure C ∈ Ω(M,Ni−1) as in line 4 in Algorithm 1.

The “Averaged Marginal” Heuristic. The first heuristic is inspired by the Ex-
pectation Maximization (EM) algorithm described in [5]. The idea is to count
the expected number of occurrences of a given transition of C in the set of paths
∼=∗RC and, in accordance with (16), update the coupling structure by increasing
the probability of the transitions that were contributing the most.

For each m,u ∈M and n, v ∈ N define Zm,nu,v : (M×N)ω → N as the random
variable that counts the number of occurrences of the edge ((m,n)(u, v)) in a
prefix in ∼=∗RC of the path. We denote by E[Zm,nu,v | C] the expected value of Zm,nu,v

w.r.t. the probability distribution induced by Cλ. Using these values we define
the optimization problem EM〈N , C〉 in Figure 4.

The following result states that an optimal assignment of the variables θn,v
and cm,nu,v in Figure 4 gives an MC N ′ and a coupling structure C′ ∈ Ω(M,N ′)
that improve 〈N , C〉 in the sense of (16).
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maximize
∑
m,u∈M

∑
n,v∈N E[Zm,nu,v | C] · ln(cm,nu,v )

such that
∑
v∈N c

m,n
u,v = τ(m)(u) m,u ∈M , n ∈ N (17)∑

u∈M cm,nu,v = θn,v m ∈M , n, v ∈ N (18)

cm,nu,v ≥ 0 m,u ∈M , n, v ∈ N

Fig. 4. Expectation Maximization

Theorem 17. If βCλ(M,N ) > 0, then an optimal solution for EM〈N , C〉 gives

N ′ ∈ MC(k) and C′ ∈ Ω(M,N ′) such that βC
′

λ (M,N ′) ≥ βCλ(M,N ).

Unfortunately, the optimization problem in Fig. 4 does not have an easy
analytic solution and turns out to be inefficiently solved by nonlinear optimiza-
tion methods. On the contrary, by dropping the constraints (18), the resulting
relaxed problem has a simple analytic solution:

cm,nu,v =


τ(m)(n) ·E[Zm,nu,v | C]∑

x∈N E[Zm,nu,x | C]
if
∑
x∈N E[Zm,nu,x | C] > 0

0 otherwise .

Clearly, the above may not describe a coupling structure. Nevertheless we can
construct the MC Ni by simply averaging the right marginals. As a result, at
line 5 the first heuristic returns θi defined, for n, v ∈ N , as follows

θi(n)(v) =


θi−1(n)(v) if ∃m ∈M.n RC m∑

m,u∈M cm,nu,v∑
x∈N

∑
m,u∈M cm,nu,x

if
∑
x∈N

∑
m,u∈M cm,nu,x > 0

0 otherwise

(19)

Note that the above relaxed solution may not have strong guarantees as in
Theorem 17. However, we will see that, in practice, we still obtain good results.

The “Averaged Expectations” Heuristic. The second heuristic works similarly to
the previous one. This time also the constraints (17) are dropped and replaced by
the constraints

∑
u∈M

∑
v∈N c

m,n
u,v = 1 for all m ∈ M and n ∈ N . The resulting

relaxed problem has the following simple analytic solution:

cm,nu,v =


E[Zm,nu,v | C]∑

x∈M
∑
y∈N E[Zm,nx,y | C]

if
∑
x∈M

∑
y∈N E[Zm,nx,y | C] > 0

0 otherwise .

Analogously to the previous case the heuristic will return

θi(u)(v) =


θi−1(n)(v) if ∃m ∈M.n RC m∑

m,u∈M E[Zm,nu,v | C]∑
x∈N

∑
m,u∈M E[Zm,nu,x | C]

if
∑
x∈N

∑
m,u∈M E[Zm,nu,x | C] > 0

0 otherwise .
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Computing the Expected Values. Given m,u ∈ M and n, v ∈ V we compute
E[Zm,nu,v | C] using a variant of the forward-backward algorithm for hidden Markov
models. For m ∈ M and n ∈ N , define Zm,n : (M × N)ω → N as the random
variable that counts the number of occurrences of the state (m,n) in a prefix
in ∼=∗RC of the path. The expected value of Zm,n w.r.t. the probability induced
by Cλ. Let ι ∈ D(M × N) be the Dirac distribution at (m0, n0), we compute
E[Zm,n| C] as the solution zm,n of the following system of equations

zm,n =

{
0 if m 6∼= n

ι(m,n) + λ
∑
u,v(zu,v + 1) · C(u, v)(m,n) otherwise .

Finally, for arbitrary m,u ∈M and n, v ∈ N we obtain E[Zm,nu,v ] as

E[Zm,nu,v | C] = λ ·E[Zm,n| C] · C(m,n)(u, v) · βCλ(u, v) .

Choosing the initial approximant. As typical for EM algorithms, the choice
of the initial approximant N0 may have a significant effect on the quality of
the solution. The selection of the positive transitions may be suggested by the
problem instance. As for the labeling, one should follow the prescriptions of
Lemma 7. Better strategies for the choice of the underlying structure are pro-
vided by Lemma 13. However, due to the hardness result of Theorem 12, it seems
unlikely to have generic good strategies for a starting approximant candidate.

Experimental Results. We evaluate the performances of the EM algorithm by
comparing the two proposed heuristics on two classical case studies: the drunk-
ard’s walk and the IPv4 zeroconf protocol from [4, Ex.10.5].

Table 1 shows the results of our tests1. The experiments are performed by
running our algorithm on a number of instances 〈M, k〉 of increasing size, where
M is a model for either the IPv4 protocol or the drunkard’s walk. The de-
scriptions of the models are parametric on the number of states |M | and some
other factors not listed in the table. As the starting initial approximant we use
a smaller instance of the same model, with number of states bounded by k. For
each experiment we report the discount factor λ; the distance to the original
model respectively from the initial and the final approximant; the number of
iterations; and execution time (in seconds). We test the two proposed heuristics:
averaged marginals (AM), averaged expectation (AE). To ensure a fair compar-
ison between the two approaches, we start the algorithm on the same initial
approximant.

The results obtained on the IPv4 protocol show significant improvements be-
tween the initial and the returned approximant. Notably, these are obtained in
very few iterations of the update procedure. On this model, AM gives approx-
imants of better quality compared with those obtained using AE; however AE

1 The tests have been made using a prototype implementation coded in Mathematicar

(available at people.cs.aau.dk/giovbacci/tools.html) running on an Intel Core-i5 2.5
GHz processor with 8GB of DDR3 RAM 1600MHz.
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Case |M | k
λ = 1 λ = 0.8

δλ-init δλ-final # time δλ-init δλ-final # time

IPv4
(AM)

23 5 0.775 0.054 3 4.8 0.576 0.025 3 4.8
53 5 0.856 0.062 3 25.7 0.667 0.029 3 25.9
103 5 0.923 0.067 3 116.3 0.734 0.035 3 116.5
53 6 0.757 0.030 3 39.4 0.544 0.011 3 39.4
103 6 0.837 0.032 3 183.7 0.624 0.017 3 182.7
203 6 – – – TO – – – TO

IPv4
(AE)

23 5 0.775 0.109 2 2.7 0.576 0.049 3 4.2
53 5 0.856 0.110 2 14.2 0.667 0.049 3 21.8
103 5 0.923 0.110 2 67.1 0.734 0.049 3 100.4
53 6 0.757 0.072 2 21.8 0.544 0.019 3 33.0
103 6 0.837 0.072 2 105.9 0.624 0.019 3 159.5
203 6 – – – TO – – – TO

DrkW
(AM)

39 7 0.565 0.466 14 259.3 0.432 0.323 14 252.8
49 7 0.568 0.460 14 453.7 0.433 0.322 14 420.5
59 8 0.646 – – TO 0.423 – – TO

DrkW
(AE)

39 7 0.565 0.435 11 156.6 0.432 0.321 2 28.6
49 7 0.568 0.434 10 247.7 0.433 0.316 2 46.2
59 8 0.646 0.435 10 588.9 0.423 0.309 2 115.7

Table 1. Comparison of the performance of EM algorithm on the IPv4 zeroconf pro-
tocol and the classic Drunkard’s Walk w.r.t. the heuristics AM and AE.

seems to be slightly faster than AM. Both the heuristics can handle instances
of size up to ∼100 states. On the drunkard’s walk model, the two heuristics
appear to have opposite behavior w.r.t. the previous experiment. In this case is
AE the one returning the best solutions and it does it with fewer iterations an
significantly lower execution times.

7 Conclusions and Future Work

We addressed the state space reduction problem for Markov chains by proposing
a new approach based on behavioral metrics. Specifically, we introduced the
closest bounded approximant and the minimum significant approximant bound
problems. For the two we provided both lower- and upper-bound complexity
results. The first problem has been characterized as the solution of a bilinear
optimization problem. Finally, we implemented an expectation maximization
algorithm that performs well in practice still providing suboptimal solutions of
relatively good quality.

We conclude by mentioning the wide applicability of our results in the field
of automatic verification and analysis of probabilistic systems. Clearly, similar
problems can be addressed for other distances and type of models. As a future
work It would be nice to apply similar techniques on Markov decision processes
and combine this methods with the compositional approach described in [1].
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