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Introduction to Parallel Computing
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PRAM models, and optimality
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Motivations
• Bottlenecks in computers:

• Processor
• Memory

• Addressed with multiplicity.
• Parallelization not solution to everything

• Sub-optimal serial code bad:
unreliable & misleading behavior → worse in parallel 
context.

• Optimize serial first (similar characteristics)

Bottlenecks of different kinds.
•Processor: less and less, though can be depending on some bad behaviors 
(branch miss prediction in large pipelines).
•Memory: more and more considering the speed gap between processor and 
memory, the problem being how to feed the processor with data so that it does 
not stay idle.
•Datapath: depends on programs and architecture, linked to previous ones.
Motivations for optimizing serial programs and why we talk about implicit 
parallelism: Sub-optimal serial code exhibits unreliable and misleading
behaviors. Undesirable effects coming from poor cache utilization, bad branch 
prediction, etc … that may become even worse in a parallel context (distribute 
data, synchronize, etc …).
Similar characteristics in serial programs with intrinsic parallelism of modern 
processors (pipelines). Understanding architecture is the first step to good 
programming.
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Example: sorting
• Bubble sort: complexity Θ(n2).

1GHz, super-optimized (2 instructions per step),
sort 1000000 in 2000 s.

• Merge sort: complexity Θ(n*log(n)).
100MHz, not optimized (20 instructions per step),
sort in ~4 s.
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Example: matrix multiplication

• Complexity: Θ(n3).
• Better algorithms that improve slightly.
• Multiplication by block (same complexity, different 

formulation): can be 4x faster.
⇒ takes advantage of the cache.
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Pipelines & superscalar execution
• Pipeline idea: overlap stages in instruction execution.
• Example of car factory.
• The good: higher throughput.
• The bad: penalty of branch miss prediction.
• Superscalar: several execution units can work in parallel: 

“x way”.

Overlapping stages: cut instructions in small pieces, one per cycle, and try to 
occupy all the stages. But why after all? Not better to have a super powerful 
one stage-do-all? Car factory: Imagine a fast factory where it takes 12h to 
complete one car. If there is one unit doing all, then it will be busy all the time 
and throughput would be 1 car per 12h. How to improve? Buy 11 other full 
scale units? Super expensive! Cut the bit unit in 12 smaller parts, 1h per part, 
every car needs 12h but throughput is 1 car per hour. 12x faster, cost efficient.
Branch prediction: try to keep the pipeline busy by filling it ahead, but if did it 
wrong, then need to flush it (and loose all the computations). P4: 20 stages, 
miss prediction means loose 20 cycles.
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Pipelines & superscalar execution

1. load R1,@1000
2. load R2,@1008
3. addR1,@1004
4. addR2,@100C
5. add R1,R2
6. store R1,@2000

c=a+b+c+d
as
c=(a+b)+(c+d)

Compiler

CPU

Instruction cycles

0 2 4 6 8

IF
IF

ID
ID

OF
OF

IF
IF

ID
ID

OF
OF

E
E

IF ID NA E
IF ID NA WB

2x IF, ID, OF, … in the same cycle:
superscalar.

Careful with floats!

Dual issue or two-way superscalar execution.
IF: Instruction Fetch.
ID: Instruction Decode.
OF: Operand Fetch.
E: Instruction Execute.
WB: Write back.
NA: No Action.
Note: begin to execute 6th instruction at 4th clock cycle.
Data dependency: needs previous results in order to continue computations. 
A=(B+C)*D, we need B+C before computing *D.
Resource dependency: needs functional units. A=B*C+C*D+D*E+E*F+F*G, 
obviously not all * can be done in parallel because of lack of functional units.
Most processors are capable of out-of-order execution, not Xbox 360.
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Memory limitation
• The memory system is most often the bottleneck.
• Performance captured by

• latency and
• bandwidth.

• Hyper/multi-threading techniques to mask latency but 
they need more bandwidth.

• Prefetching also masks latency.

The problem is most often how to feed the processor with continuous data so 
that it does not stall.
Latency is the time from the issue of a memory request to the time the data 
becomes available to the processor.
Bandwidth is the rate at which data can be pumped to the processor.
Example: water hose. Latency: time before first drop of water comes out. 
Bandwidth: rate flow of water.
Prefetching is like fetching the next cache line when possible (hardware 
decides), or same effect by reordering instructions (hardware or compiler) to 
issue loads long before usage. Works if consecutive words are accessed by 
consecutive instructions (spatial locality).
Multi-thread: switch to another thread when a thread stalls for data and keep 
the processor busy.
In fact, both solutions address the latency problem and exacerbate the 
bandwidth problem. That was probably the design idea behind RAMBUS, 
though no multi-threading at the time to use it! + the fact that latency was way
higher than other systems.
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Effect on performance
• Processor @1GHz (1ns cycle) capable of executing 4 

IPC + DRAM with 100ns latency.

• 4 IPC @1GHz -> 4GFLOPS peak rating.
• Processor must wait 100 cycles for every request.

• Vector operations (dot product) @10MFLOPs.

• Improve with caches (several levels).
• Vital: temporal & spatial locality.
• Almost always hold, very important for parallel 

computing.

No cache in this example to simplify. It is still general enough since we can 
consider first access to some memory and take cache miss into account.
ALU: arithmetic and logical unit.
FPU: floating point unit.
Here absolute worst case scenario but still we loose a factor 100 in 
performance.
Common: Athlon 64 64K+64K L1, 1M L2. Pentium 4 more complicated 
NetBurst with execution trace cache (12K) and 16K L1, with 1M L2.
Now you have to think some time about why it helps. You know about cache 
hit ratio, cache miss, at least you’ve heard about it.
REMEMBER these two! They are common to almost all programs and are vital 
to cache performance.
For parallel computing, even more important: apart from the aggregate higher 
amount of cache that must be used wisely, we have more penalty for moving 
data around processors (or processor nodes).
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Cache
• Access to successive words much better than random 

access.
• Higher bandwidth (whole cache line at once)
• Better latency (successive words already in cache)

• Hit ratio (behavior): fraction of references satisfied by the 
cache.

• Cache line (= bus width): granularity.
• Associativity (architecture): “collision list” to reduce cache 

eviction.

• For the matrix: 2n2 fetches from memory to populate the 
cache, and then n3 direct accesses at full speed.

Data re-use is the keyword. Cache line: word granularity is too expensive and 
bad for spatial locality. 4 words usually for L2 (access to system bus), and 
internally 256-bit data bus for L1<->L2 (8 words).
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RAM model for single processor machines
• Standard Random Access Machine:

• Each operation
load, store, jump, add, etc …
takes one unit of time.

• Simple, generally one model.
• Basic model for sequential algorithms.
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RAM model(s) for multi-processor machines
• Numerous architectures

→ different models.

• Differences in communication
• Synchronous/asynchronous

• Differences in computations
• Synchronous (parallel)/asynchronous (distributed)

• Differences in memory layout
• NUMA/UMA

Even if there are different architectures and models, the goal is to abstract
from the hardware and have a model on which to reason and analyze 
algorithms. Synchronous vs. asynchronous communication is like blocking vs. 
non-blocking communication. NUMA is assumed most often when the model 
talks about local memory to a given processor.
Clusters of computers correspond to NUMA in practice. They are best suited 
for message passing type of communication.
Shared memory systems are easier from a programming model point of view 
but are more expensive.
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Parallel Random Access Machine
• A PRAM consists of

• a global access memory (i.e. shared)
• a set of processors running the same program (though 

not always), with a private stack.
• A PRAM is synchronous.

• One global clock.
• Unlimited resources.

• Reason: Design parallel algorithms with as many 
processors as possible.

PRAM model – Parallel Random Access Machine.
In the report the stack is called accumulator.
Synchronous PRAM means that all processors follow a global clock (ideal 
model!). There is no direct or explicit communication between processors 
(such as message passing). Two processors communicate if one reads what 
another writes.
Unlimited resources means we are not limited by the size of the memory and 
the number of processors varies in function of the size of the problem, i.e., we 
have access to as many processors as we want. Designing algorithms for 
many processors is very fruitful in practice even with very few processors in 
practice whereas the opposite is limiting.
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Classes of PRAM
• How to resolve contention?

• EREW PRAM – exclusive read, exclusive write
• CREW PRAM – concurrent read, exclusive write
• ERCW PRAM – exclusive read, concurrent write
• CRCW PRAM – concurrent read, concurrent write

Most realistic?
Most convenient??

The most powerful model is of course CRCW where everything is allowed but 
that’s the most unrealistic in practice too. The weakest model is EREW where 
concurrency is limited, closer to real architectures although still infeasible in 
practice (need m*p switches to connect p processors to m memory cells and 
provide exclusive access).
Exclusive read/write means access is serialized.
Main protocol to resolve contention (writing is the problem):
•Common: concurrent write allowed if the values are identical.
•Arbitrary: only an arbitrary processes succeeds.
•Priority: processes are ordered.
•Sum: the result is the sum of the values to be stored.
Exclusive write is exclusive with reads too.
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Example: sequential max

Function smax(A,n)
m := -∞
for i := 1 to n do

m := max{m,A[i]}
od
smax := m

end

Time O(n)

Sequential dependency,
difficult to parallelize.

Simple algorithm description, independent from a given language. See your 
previous course on algorithms. O-notation used, check your previous course 
on algorithms too.
Highly sequential, difficult to parallelize.
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Example: sequential max (bis)

Function smax2(A,n)
for i := 1 to n/2 do

B[i] := max{A[2i-1],A[2i]}
od
if n = 2 then

smax2 := B[1]
else

smax2 := smax2(B,n/2)
fi

end

Time O(n)

Dependency only between every call.

Remarks:
•Additional memory needed in this description
•B[i] compresses the array A[1..n] to B[1..n/2] with every element being the 
max of two elements from A (all elements are taken).
•The test serves to stop the recursive call – termination!
This is an example of the compress and iterate paradigm which leads to 
natural parallelizations. Here the computations in the for loop are independent 
and the recursive call tree gives the dependency between tasks to perform.
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Example: parallel max

Function smax2(A,n) [p1,p2,…,pn/2]
for i := 1 to n/2 pardo

pi: B[i] := max{A[2i-1],A[2i]}
od
if n = 2 then

p1: smax2 := B[1]
else

smax2 := smax2(B,n/2) [p1,p2,…,pn/4]
fi

end

Time O(logn)

EREW-PRAM

EREW-PRAM algorithm.. Why? There is actually no contention and the 
dependencies are resolved by the recursive calls (when they return).
Here we give in brackets the processors used to solve the current problem.
Time t(n) to execute the algorithms satisfies t(n)=O(1) for n=2 and 
t(n)=t(n/2)+O(1) for n>2. Why?
Think parallel and PRAM (all operations synchronized, same speed, pi: 
operation in parallel). The loop is done in constant time on n/2 processors in 
parallel.
How many calls?
Answer: see your course on algorithms. Here simple recursion tree logn calls 
with constant time: t(n)=O(logn). Note: log base 2. You are expected to know 
a minimum about log.
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Analysis of the parallel max
• Time: O( logn) for n/2 processors.
• Work done?

• p(n)=n/2 number of processors.
• t(n) time to run the algorithm.
• w(n)=p(n)*t(n) work done.

Here w(n)=O(n logn).
Is it optimal??

Work done corresponds to the actual amount of computation done (not exactly 
though). In general when we parallelize algorithms, the total amount of 
computations is greater than the original, but by a constant if we want to be 
optimal.
The work measures the time required to run the parallel algorithm on one 
processor that would simulate all the others.
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Optimality

If w(n) is of the same order as
the time for the best known
sequential algorithm, then the
parallel algorithm is said to be
optimal.

Definition

What about our previous example?
It’s not optimal. Why? Well, we use only n/2,n/4,…,2,1 processors, not n all 
the time!
We do not want to waste time like that right?
Another way to see it is that you get a speed-up linear to the number of 
processors (though at a constant factor, which means sub-linear).
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But…

Can a parallel algorithm solve
a problem with less work than
the best known sequential
solution?
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Design principle

Construct optimal algorithms
to run as fast as possible.

=
Construct optimal algorithms
using as many processors as
possible!

Because optimal with p → optimal with fewer than p.
Opposite false.
Simulation does not add work.

Note that if we have an optimal parallel algorithm running in time t(n) using 
p(n) processors then there exist optimal algorithms using p’(n)<p(n)
processors running in time O(t(n)*p(n)/p’(n)). That means that you can use 
fewer processors to simulate an optimal algorithm that is using many 
processors! The goal is to maximize utilization of our processors. Simulating 
does not add work with respect to the parallel algorithm.
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Brent’s scheduling principle

If a parallel computation consists of
k phases
taking time t1,t2,…,tk
using a1,a2,…,ak processors
in phases 1,2,…,k

then the computation can be done in time
O(a/p+t) using p processors where
t =sum(ti), a =sum(aiti).

Theorem

What it means: same time as the original plus an overhead. If the number of 
processors increases then we decrease the overhead. The overhead
corresponds to simulating the ai with p. What it really means: It is possible to 
make algorithms optimal with the right amount of processors (provided that t*p
has the same order of magnitude of tsequential). That gives you a bound on the 
number of needed processors.
It’s a scheduling principle to reduce the number of physical processors needed 
by the algorithm and increase utilization. It does not do miracles.
Proof: i’th phase, p processors simulate ai processors. Each of them simulate 
at most ceil(ai/p)≤ai/p+1, which consumes time ti at a constant factor for each 
of them.
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Previous example
• k phases = logn.
• ti = constant time.
• ai = n/2,n/4,…,1 processors.
• With p processors we can use time

O(n/p + logn).
• Choose p=O(n/ logn) → time O( logn) and this is 

optimal!

There is a “but”: You need to know n in
advance to schedule the computation.

Note: n is a power of 2 to simplify. Recall the definition of optimality to 
conclude that it is optimal indeed. This does not gives us an implementation, 
but almost.
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Prefix computations

Input: array A[1..n] of numbers.
Output: array B[1..n] such that B[k] = sum(i:1..k) A[i]
Sequential algorithm:
function prefix+(A,n)

B[1] := A[1]
for i = 2 to n do

B[i] := B[i-1]+A[i]
od

end

Time O(n)
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function prefix+(A,n)[p1,…,pn]
p1: B[1] := A[1]
if n > 1 then

for i = 1 to n/2 pardo
pi: C[i]:=A[2i-1]+A[2i]

od
D:=prefix+(C,n/2)[p1,…,pn/2]
for i = 1 to n/2 pardo

pi: B[2i]:=D[i]
od
for i = 2 to n/2 pardo

pi: B[2i-1]:=D[i-1]+A[2i-1]
od

fi
prefix+:=B

end

Correctness: When the recursive call of prefix+ returns then D[k]=sum(i:1..2k) 
A[i] (for 1 ≤ k ≤ n/2). That comes from the compression algorithm idea.
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function prefix+(A,n)[p1,…,pn]
p1: B[1] := A[1]
if n > 1 then

for i = 1 to n/2 pardo
pi: C[i]:=A[2i-1]+A[2i]

od
D:=prefix+(C,n/2)[p1,…,pn/2]
for i = 1 to n/2 pardo

pi: B[2i]:=D[i]
od
for i = 2 to n/2 pardo

pi: B[2i-1]:=D[i-1]+A[2i-1]
od

fi
prefix+:=B

end

Correctness: When the recursive call of prefix+ returns then D[k]=sum(i:1..2k) 
A[i] (for 1 ≤ k ≤ n/2). That comes from the compression algorithm idea.
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Prefix computations
• The point of this algorithm:

• It works because + is associative (i.e. the 
compression works).

• It will work for any other associative operations.
• Brent’s scheduling principle:

For any associative operator computable in O(1),
its prefix is computable in O( logn) using O(n/ logn)
processors, which is optimal!

On a EREW-PRAM of course.
In particular initializing an array to a constant value…
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Merging (of sorted arrays)

• Rank function:
• rank(x,A,n) = 0 if x < A[1]
• rank(x,A,n) = max{i | A[i] ≤ x}
• Computable in time O( logn) by binary search.

• Merge A[1..n] and B[1..m] into C[1..n+m].
• Sequential algorithm in time O(n+m).



28

Introduction to Parallel Computing 28

Parallel merge
function merge1(A,B,n,m)[p1,…,pn+m]

for i = 1 to n pardo pi:
IA[i] := rank(A[i]-1,B,m)
C[i+IA[i]] := A[i]

od
for i = 1 to m pardo pi:

IB[i] := rank(B[i],A,n)
C[i+IB[i]] := B[i]

od
merge1 := C

end

CREW
Not optimal.

On CRCW-PRAM.
Compute indices for A[i] and compute indices for B[i] in parallel. Indices found 
by computing the rank of the elements. Dominating factor is the rank so this 
runs in O( log(n+m)). Not optimal, you see why?
However we could use processors pi+n for the 2nd loop (and we would have to 
rewrite this so that we have all processors doing something), which is not 
suggested by the report but it does not change much (we still have 
(n+m)*log(n+m)).
The more complicated version proposed in the report is optimal, which means 
it’s possible to merge arrays optimally.
Being more careful here we see that it’s actually CREW-PRAM. If it is CRCW 
then it would write fewer elements than n+m and it would be wrong.
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Optimal merge - idea

A B
n m

n/log(n) sub-arrays of
log(n) elements

m/log(m) sub-arrays of
log(m) elements

C

previous merge: n/log(n) + m/log(m) elements
costs max(log(n),log(m)) = O(log(n+m)),
(optimal) on (m+n)/log(n+m) processors!

Merge n/log(n)+m/log(m) lists with sequential merge in parallel.
Max length of sub-list is O(log(n+m)).
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Example: max in O(1)
• Max of an array in constant time!

A

][0][
1][][][

0][ 1

iAiB
jBjAiA

iB ni

⇒=
=⇒>

=≤≤
1. Use n processors to

initialize B.
2. Use n2 processors to

compare all A[i] & A[j].
3. Use n processors to

find the max.

n elements
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Simulating CRCW on EREW
• Assumption on addressed memory p(n)c for some 

constant c.
• Simulation algorithm idea:

• Sort accesses.
• Give priority to 1st.
• Broadcast result for contentious accesses.

• Conclusion: Optimality can be kept with EREW-PRAM 
when simulating a CRCW algorithm.

Read the details in the report. Remember the idea and the result. 


